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Introduction 

 
 A carbene is a functional group in organic chemistry that entertains the idiosyncratic 
property of having two valence shell electrons which are not participating in any bonding 
interactions, the most elementary example of which is Methylene, :CH2 (for a skeleton projection 
of this molecule, see figure 5 from Organic Chemistry, section C). This allows, among other 
thinGS, for the electrons to interact with one another freely. The interaction (unconstrained) of 
two identical, charged fermions leads to an s=1 system, which allows either a spin singlet or a 
spin triplet. This behavior is exhibited by other quantum mechanical systems with similar 
fundamental properties, so the idiosyncrasy is not wholly characterized by this observation. The 
electron must have an antisymmetric combined wavefunction under interchange of the particles, 
so this leads to a splitting between singlet and triplet states that generates distinct shapes for the 
spatial wavefunctions. These spatial differences correspond both to an energy level splitting, and 
to different chemical properties. 
 
 When discussing a scientific topic, it is always necessary to have some notion for the 
topic’s place in a larger scientific context. To that end, we ask why this aforementioned splitting 
between the singlet and triplet states is worthy of study, regardless of why it might pique the 
interest of the individual. In the case of carbenes, the rationale is severalfold.  
 

First, it is the case that carbenes in the singlet state often have reactive properties (to be 
discussed later) that make them immensely useful, when well managed, in organic synthesis and 
in organometallic chemistry as well. Moreover, carbenes in the triplet state exhibit interactive 
properties that, often but not always, are undesirable in synthetic processes. It is also the case that 
the substituent functional groups on the carbene control the proportion of triplet-to-singlet states 
of the system, so having a great deal of understanding of the electronic structure of the carbene is 
knowledge one could quite easily capitalize on, given some objective.  

 



Second, the curious nature of the behavior of this particular species is not limited to the 
end result of reactions incorporating it. Its odd electronic structure is difficult to model 
accurately, and doing so successfully is viewed as a feather in the cap of any alternative to the 
stadard schema for the approximation of electronic structure in organic compounds. 

 
All of the above validates the question “what is the (approximate) electronic structure of 

a general carbene, given in some way that we may predictively interrelate our knowledge of it 
with observed chemical/physical behavior?” As it so happens, this question has been significant 
enough, for long enough, that some strong answers have been developed (mostly over the course 
of the second half of the 20th century) by theoretical chemists and physicists interested in 
electronic structure. This project is an attempt to summarize and exposit the science produced by 
some of this effort. 

 
Given the above, this paper will focus on 1) a general outline of certain specific portions 

of the formalism of organic chemistry as it applies to the carbene; 2) a discussion of wavefunction 
based methods for approximating the molecular many electron (many atom) Schrödinger 
equation; 3) a discussion of alternative DSF (Density Functional Theory) methods for 
investingating, in particular, the grounds for which such a workaround might be necessary over 
well established wavefunction-based schemes, and the results scientists have gotten upon using 
this workaround as compared to the HF value and the experimentally discerned value for the 
energy of triplet/singlet splitting. 
 

Organic Chemistry 
 
A) Skeletal or Kekule’ structures and extensions thereof   

(Probably a review that can be omitted unless confused later) 
 
Skeleton structures are a structural representation popularized by the famous chemist 

Friedrich August Kekule’ von Stradonitz, who helped develop and popularize these 
representations of chemical structure in the middle of the 19th century. Specifically, these 
diagrams are used to describe covalently bonded molecules, making them particularly useful in 
the chemistry of carbon & hydrogen, which is the definitional focus of organic chemistry. In 
general, they consist of a collection of line segments attached by kinks that (usually) correspond 
to the three-dimensional electronic structure of the molecule. The formalism developed for these 
representations of the molecule(s) of interest allows one to use them to more specifically assert 
the 3D characteristics of any given structure, and to qualitatively (and often conclusively within 
the system under consideration) discern bonding, solubility, and decomposition characteristics of 
a molecule without doing any arithmetic whatsoever. This is particularly true if the 
characteristics of some molecule are known, and that molecule’s structure is reminiscent of a 
molecule of interest. In this case the structure gives specific context for a description of the 
molecule of interest by analogy.  

  
Figure 1: Benzene's familiar Skeleton structure. The curly arrows represent the migration of Pi electrons. The long arrow shows the 
result of this migration, which gives us the circled resonance structure, often expressed as the concentric hexagon & ring. 

Figure 1 serves to illustrate the above point. Naively, the molecule as shown can be 
determined to have chemical formula C6H6. However, the Skeleton structure above also contains 
information that the molecule is flat, i.e. that its nuclei are all in the plane of the page as seen 
above. If the molecule were something not perfectly symmetrical through any two opposing 
carbons, the curly arrow formalism on the right would be able to comment on the reactivity of 
each nucleus in the benzene ring by showing which regions of that ring entertain double bond 



electrons more favorably. Assuming we could fix the nuclei in space, this would indicate that we 
could permute the bonds around these fixed nuclei ad infinitum without doing any additional 
work, which means (based on electrostatic considerations) that the Pi electrons are delocalized 
across all six atoms evenly. This leads us to represent the structure as the rightmost Skeleton 
structure, where the circle represents the delocalized Pi electrons. 

 
In order to adapt the skeleton model for a molecule to unambiguously represent its three 

dimensional structure, the Natta Projection is often used (see figure 2 for an illustration), 
especially if the molecule being discussed has a tetrahedral chiral structure. The Natta Projection 
is a skeleton representation of the molecule under inspection except that it considers all bonds 
drawn as normal line segments (as in the normal skeletal formula) to be parallel to the plane of 
the paper. Solid wedges indicate that the bond in question is out of the paper relative to the 
narrow end of the wedge. Hashed lines indicate bonds that lie down through the paper relative 
to the narrower end of the hashing. It should be noted that this addendum to skeleton structure is 
not often called “The Natta projection,” instead being referred to by more irregular (though more 
evocative) names such as “wedge-dash structure,” “zigzag structure,” or some similar phrase. 

 

 
Figure 2 From left to Right, the Natta method, first as a zigzag projection of glucose; then as a diagram of chirality (molecule is non-
superimposable on its mirror image), and finally as a way to draw Cyclohexane with 3-d shape compared to skeleton rep 

B) Molecular Orbitals and molecular interactions 
 

The bonds and resonance structures spoken of above are terms used to describe the 
orientation and interaction of molecular orbitals occupied by a spin-opposed pair of electrons. 
Another system, which should give the same results as the above structures if the rules are 
applied correctly, is the LCAO approach to describing molecular orbital interactions. LCAO 
stands for Linear Combination of Atomic Orbitals, and is based on the idea that, given that the 
atomic orbitals span the space of all energy eigenfunctions of the system, they are complete, 
which in turn means one could use them as a basis, and expand other vectors in that energy 
space as linear combinations of them in an exact fashion. While chemists never do use an exact 
representation (That would require true knowledge of the initial atomic wavefunctions of the 
interaction, and moreover that we take an infinite sum over said wavefunctions, neither of which 
we can do exactly) the idea is very frequently used to rationalize phenomena and substantiate 
explanations of hypotheses not yet tested (See Rauk, 1994, for computer drawn graphs of electron 
densities). 



 
Figure 3: Orbital mixing diagram for arbitrary MOs. Diagram on Lft: perturbation theory outlook. Diagram on Rt: bonding outlook. 
Note that since these are the same system, energies match from Lft to Rt. Also:                                                    
Einteraction=Edestructive(#e-antibonding)+Econstructive(#e-bonding) Adapted from Rauk, 1994. 

 
When this linear combination model is used, one talks of the change in energy 

experienced by the electrons in terms of constructive or destructive interference of their atomic 
(molecular, in the likely event of two molecules interacting) orbitals, resulting in a mixing of pure 
orbitals. This mixing can either yield a bonding or an anti-bonding orbital, as seen in the 
interaction diagram (see figure 3). Orbital mixing diagrams like these are often qualitative, and 
while knowing a set of rules for writing them allows them to be consistent with experiments in 
cases where there are no extremely similar energy levels in the interaction diagram, they are not 
suitable for discerning numerical results. However, as will be shown in more detail later, these 
molecular orbitals (which are all derived as single electron wavefunctions) are actually a physical 
or nearly physical entity when the electrons being worked with are mostly co-local.  

 
It should also be noted that often such diagrams are essential in arguing, in a predictive 

fashion, for some scheme of interaction proposed to describe a chemical system’s behavior. The 
“interaction energies” are also quite coherently viewed as perturbative corrections to the energies 
of the starting wave function to the molecular wavefunctions participating in the interaction. In 
general, in order to use this scheme one must fill the mixed orbitals using the Aufbau principle 
from the electrons that originated in the orbitals of the starting materials. This will be worked out 
expressly for a carbene’s orbital mixing diagram below (figure 4). With the addition of electrons, 
one can talk about the mixing system’s Highest Occupied Molecular Orbital and its Lowest 
Unoccupied Molecular Orbital (abbreviated HOMO and LUMO respectively). The energy 
difference between these orbitals, often referred to as the HOMO-LUMO gap, is what determines 
bonding in most circumstances where orbital mixing is a valid approximation in general. The 
HOMO-LUMO gap determines the variety of bonding endorsed, but to properly discuss it would 
involve too much of a digression, since it would necessitate defining many broader classes of 
organic species and their general tendencies/properties. This HOMO-LUMO analysis also 
suggests that there is some Rmin, beneath which the electrons populating occupied orbitals in both 
molecules begin to overlap, causing two orbital-four electron mixing, which is massively 
unfavorable because it localizes more charge (in order for these effects to come into play, there 
must be a good deal of wavefunction overlap already occurring) without giving that charge more 
space in orbitals to delocalize into since Einteraction~0 (figure 4). 
  
  In the case of carbon, which has one full S orbital and two half-full P orbitals, LCAO 
allows for combinations of S & P such that upon bonding, some or all of the electrons involved 
will hybridize into orbitals which are said to have S character and P character, as described by the 
sigil spn with n indicating the ratio of P to S character. Much of the time n~0,1,2, or 3, so the 



adjustments to geometry and the changes in orbital energy induced by this orbital interaction can 
be discerned by counting the bonds present in the molecule under consideration (it is however 
possible to consider non-integer n, making this all less obvious). For example, in methane, carbon 
is sp3 hybridized, because the carbon has four sigma bonds (single bonds, from our skeleton 
models above) and zero double or triple bonds. Since it has four equal orbitals with the above s to 
p ratio, we’d expect it to take on a tetrahedral geometry, where the angle between each bond is 
~109.5 degrees. This what is observed. Consider H2C=C H2, also known as ethene. This molecule 
has spn hybridization, but in this case n=2, since one P orbital must remain a pure state from each 
carbon in order to form the Pi bond. This hybridization gives us three equi-energy hybrid orbitals 
and one pure P, with two symmetric antinodes  which leaves the three hybrid orbitals to space 
themselves around the nodal plane. Since they are equi-energy, they are equivolume and 
sterically repulsive (the four electrons in two MOs case illustrated in figure 4) so they will each 
have an angle of ~120 degrees between them, and form an equilateral triangle in the nodal plane 
of the P orbital. This gives the overall shape of this molecule as trigonal bi-pyramidal. Similar 
considerations can give a sense of the geometry, and therefore the orbital overlap at carbon and 
even (if you’re careful) heteroatom centers in larger and more complex molecules. This overlap 
geometry is what determines |Einteraction |, so discerning it qualitatively is desirable. 
 

 
Figure 4: Rough sketch of Orbital Mixing Diagram with e- filled in for He-He. This doesn't occur of course, because |Einteraction|=0 and 

e- repel one another. 

C) Carbenes in terms of this formalism 

 
Figure 5: From left to right: The Lewis structure for methylene, side by side with two stylized depictions of the MOs and occupancy 
associated with Methylene’s singlet and triplet states. The atoms attached to the outer ends of the Natta Projection orbitals are H. 
This is the most customary diagram one sees of a carbene, and it is evocative (and useful) for that reason. Singlet states often 
exhibit a theta between 135 and 170 degrees. The singlet state of methylene has ~theta=140 degrees Note that for some triplet 
states, theta as labeled is around 110 degress or so, but can be as much as 180 degrees.  

 Now that the terms necessary to describe carbenes have been promulgated, describing 
them becomes a simpler task. The parent-carbene methylene, :CH2, is an sp2 hybridized system, 
however for the triplet ground-state only one of the electrons occupies one of the sp2 orbitals 
while the other electron occupies the p orbital. In the singlet state, which resides ~8 kcal/mol 
above the groundstate in methylene, the electrons are spin-paired in the sp2 hybrid orbital. Figure 
contains two different orbital interaction diagrams to indicate how both the triplet and the singlet 
appear in the context of MO diagrams. The structure diagrams are in figure six. 



 
Figure 6: The interaction of a singlet and triplet carbene with C-C Pi bond.  Note use of aufbau principle to put electrons into 
appropriate mixed orbitals from initial orbitals to the outside of each diagram. Adapted from Rauk, 1994. 

Chemical properties for the triplet and the singlet state reflect these above orbital MOs. 
The behavior exhibited by both species is almost completely fungible, depending on the 
substituents one could chose to place on the methylene structure in stead of the hydrogens which 
we elect to stick with for the sake of clarity. As with many thinGS, chemical reaction mechanisms 
are best seen and not heard. Please refer to the following reaction schemes in figures 7 & 8 for the 
details. Recall from the introduction of skeletal formula above that a curly arrow represents the 
migration of an electron pair. In the reaction delineated in figure 7, the two electrons forming the 
new bonds are not coming from the same molecule, so we represent the interaction by drawing a 
half-barbed arrow for each electron, rather than a double barbed arrow for two electrons. This is 
a very conventional scheme for radical electrophilic addition (electrophilic indicates that the 
reaction is caused by the energetic favorability of gaining electron density by the reactive 
molecule) where again the term radical simply indicates that the process involves homolytic 
cleavage of at least one MO, followed by the migration of lone (radical) electrons into paired 
bonding orbitals with one another. 

 
Figure 7: Radical addition of Carbene to ethene. The k1/ k-1 equilibrium (rotations about the sigma bond) is often many factors of ten 
faster than the K2 equilibrium (electron spin flip), meaning which product you get will be mostly random (unless either A or B 
prevents this free rotation). Note that if you switch the first carbon attacked in the scheme before the diagonal reaction arrow, you 
get the same results. Note also that products are identical except for the orientation of their A and B substituents with respect to the 
rest of the molecule. Adapted from Lowry & Schueller, p 560. 



   The chemical properties of the singlet are both easier to draw using the arrow schema, 
and also easier to use effectively in synthesis. Interactions often occur through a concerted 
electrophilic (or depending on the substituents, sometimes nucleophilic) addition, also referred to 
sometimes as insertion (figure 8). Concerted means that all the electrons involved in 
delocalizations over newly formed orbitals move into these roughly simultaneously, as opposed 
to forming reaction intermediates which may exist in solution for small amounts of time before 
proceeding with the rest of the reaction. Obviously in many synthetic reactions this would be 
desirable, because it prohibits many potentially wasteful/hard to clean up side-reactions yielding 
undesired products from occurring. It is also the case, in sharp contrast to the reaction depicted in 
figure 7, that these concerted additions preserve stereochemistry (the orientation mentioned in 
figure 8’s caption). Stereochemical control is a very important part of most syentheses, especially 
those involved in producing biological/biomedical reagents or products, since all naturally 
occurring cellular life exhibits uniform chirality of proteins and sugars, both of which interact in 
the physiologically expected fashion almost exclusively with like chirality. Moreover, controlling 
this process from the top down is extremely desirable because while the chirality of a molecule is 
often quite significant to human interest in its properties, almost all of the methods people have 
to work with separating, expecially to a high degree of efficiency, the target molecule from its 
reaction-based impurities, do not deal with enantiomers (two chiral compounds which are 
exactly identical except in their handedness) effectively because all of their fundamental 
thermodynamic and physical properties, such as vapor pressure, paramagnetism, and overall 
size both in solution and in gas phase, will be identical for these two molecules.  

 
Figure 8 Insertion or Concerted Electrophilic Addition of methylene to an ethene double bond. Many useful synthetic applications 

come through this reaction, with desirous functional groups at the x, y, z, and H2 positions on the product molecules. Note that the 
dashed lines in the transition-state Lewis structure represent regions of partial electron density as it flows between molecules to 

form the product molecule. 

Wavefunction-based methods for computation of electronic structure 

 
Equation 1: The full electronic Hamiltonian for an N electron, M nucleus system of Coulomb-interacting 
particles. 

 In general, the above (Eq. 1) is our problem. It is the Hamiltonian of the multi-electron, 
multi-nucleus atom. The sums in the terms run, from i=1 to N, over the electrons of the system, 
and from A=1 to M, the nuclei. Obviously people cannot solve this analytically, so which 
approximation scheme to implement is always the major aspect of the analysis. The first 
approximation to introduce is the Born-Oppenheimer approximation (which fixes the nuclei in 
space with respect to this Hamiltonian). Though this is rarely relevant to chemistry, it is possible 
to write just those terms omitted from the above by the B-O approximation and use them as a 
second Hamiltonian and approximately analyze this system independently. The results for then 



summing these two independently computed Hamiltonians at the end of the calculation is 
usually a good approximation for the total energy of the system, which simplifies thinGS without 
effecting electronic structure much at all. In fact, were it not for the electron repulsion term, we’d 
be able to solve for the electronic structure exactly after having made the Born-Oppenheimer 
approximation.  
 
 The reason for this last remark is that 1) in order to make any headway on this problem, 
there will need to be some method for developing at least an approximate eigenvalue for the 
operator before moving on to more sophisticated concerns. 2) Moreover, there is no obvious 
symmetry or convenient dimensional reduction which can be brought forth from the above, 
except this taking note of the fact that the real problem-term will be the electron-electron 
repulsion term, customarily known as the correlation term. This suggests some variation on the 
variational principle as applied to the ground-state wavefunction as our only real inroad to a 
solution that might actually give us accurate and precise computed parameters for molecular 
systems.  
 
 With that in mind, a few comments on the variational problem as viewed from a slightly 
more sophisticated perspective seem in order. It has become possible, because of advances in 
computers and computational algorithms, to compute numerous variational problems with 
(potentially) many variables and complicated wavefunctions. Under this consideration, the 
variational principle of quantum mechanics is best viewed as an application of the analysis and 
optimization of functionals, which is a more mathematically general analogue to optimization 
calculus in RN. A functional is defined as a map from a vectorspace of functions to the field 
underlying that space. Variations of a functional are derivatives in this language, and the search 
for extrema becomes a search across a function space (such as L2[R3], as in the case of many 
quantum chemistry problems) for extremal output values. In these terms then, the variational 
principle is an attempt minimize the electronic energy functional on the space of permissible 
wavefunctions (Eq. 2). This search for the extrema of the functionals defined by observable 
operators is the fundamental problem of computational chemistry, in particular the energy 
functional. 

 
Equation 2: Variational problem expressed as a variation of the energy functional. The delta represents the functional derivative. 

There is a lot of human understanding in general concerning the extent, diversity, and 
regimal efficacy of these methods that puts restrictions and guiding suggestions on the overall 
size and variety of variational problems to be attempted, but large portions of this knowledge are 
based on the understanding of specific software packages, and in general a thorough 
understanding of computer science, the elaboration of which is not at all the focus of this 
discussion. However, there are certain aspects of this consideration that are neither motivated by 
computer science nor by empirical reformulations. It is these considerations which we will direct 
our attention towards, which in a sense will result in us skirting the question of basis sets for 
approximate wavefunctions, even though this is a deep part of the consideration as a whole. In 
general, however, given the allowance of an infinite basis set of wavefunctions to generate the 
above functional space, this expression is exact. Obviously, computations with an infinite basis 
set are not permissible from any practical perspective, so evaluation of this fuctional derivative 
will give us an exact extrema in some subspace on the infinite space of functionals which can then 
be claimed as some sort of upper bound (lower bound, resp) on the functional over the whole set, 
since if it were lower than the exact minimum (maximum) value, the exact extrema on the 
subspace would be equivalent to the exact extrema overall, contradicting the assumption that the 
exact minimum is an exact minimum. 
 
 
 



A) The Hartree-Fock Scheme for approximating electronic structure 
 
The fact that such bases become computationally expensive precipitously as they increase 

in size invites considerations that use additional physically derived constraints to focus 
minimization efforts to some subspace of all acceptable functions that will be enriched, relative to 
the whole space, with good candidates for producing minima. In the case of the electronic 
structure minimization problem, such a consideration leads to finding a general expression for 
the input function that will include behavior common to all electronic systems. Since the tensor 
product of interacting states reduces to a product of these states in instances of no interaction 
between the individual states, one could therefore argue that solving the system for a single 
electron is a good place to start. This amounts to producing candidate wavefunctions in terms of 
a selected basis set of functions that can solve a Schrodinger equation .  

 
In striving for this reduction of terms, extreme reductions in the fundamental structure of 

electronic systems have been made. These are primarily that 1) the electrons in this model do not 
interact with one-another in a position specific way and 2) the particles that this product-of-
individual-wavefunctions wavefunction would describe are not exhange-antisymmetric. Both of 
these are obviously problematic, but the latter point is perhaps more striking since fermionic 
interactions between electrons generate most of the structurally distinguishing features of an 
electronic system. In order to compensate for this, John C. Slater developed the notion of a Slater 
determinant, which allowed for the arrangement of all the individual electron wavefunctions into 
an expression that would be antisymmetric under the interchange of the positions of any given 
electron (equation 3). This idea for producing antisymmetric approximate functions as the 
elements of the functionspace to which the above variational principle is applied is at the root of 
most of the systems in place for approximating many-particle systems of fermions, even where 
they differ from the Hartree-Fock method in other ways. 

 

 
Equation 3: This is the expression for the Slater determinant generated function. Here note that subscript i refers to the ith electron, 
the isolated wavefunction for which is eigenvector of the Fock equation below. 

 
Equation 4: On the left side is an expression for the (approximate) energy functional with a Slater determinant based wavefunction 
as its input. The right side shows an eigenvalue problem for finding the ith electron’s isolated wavefunction, called a Fock equation. 

 The Fock equation, (equation 4, right side), is the eigenvalue problem which we’d elect to 
solve in order to make individual electron wavefunctions (henceforth and in the literature 
referred to as spin-orbitals). It should be noted that the sum over the epsilons will not add up to 
the energy predicted by the full Hamiltonian, since such an assumption would disregard the fact 
that the particles need to be exchange antisymmetric. Placing them in the Slater determinant and 
then working with this gives the whole system this property, as was previously noted, so 
presuming that the Fock equations can be solved will lead to a computable bound on the energy 
of the groundstate. At this juncture it would be good to point out that solving these explicitly is 
often quite difficult. This is where the notion of basis set, mentioned above, comes into play. Trial 



wavefunctions for the variational principle are entered as solutions to the Fock equations, and 
then these wavefuntions are run through the Slater determinant, which then is minimized using 
the adjustable parameters built into the functions. Often the trial wavefunctions consist of linear 
combinations of atomic orbitals, although it is common to reduce computational complexity 
further by using variants on the Gaussian distribution’s lineshape to approximate atomic orbitals, 
taking linear combinations of these instead. 
 
 At this juncture it is probably useful to be more explicit about what approximation is 
being made by writing the electronic state of the system as above. It is true, although no proof 
shall be offered here, that the above HF energy functional should, given enough variety in the 
basis set for the spin orbits, converge to a specific lowest upper bound on the ground state 
energy. Iteratively solving the Fock equations by defining new Fock operators from the 
eigenvalues computed from the previous round of calculations gives an algorithm for reaching a 
value beyond which no further adjustment of the basis functions can be performed to further 
lower the energy bound. This is known as the Hartree-Fock limit, and if it were the case that there 
was no mean-field approximation inherent in the Hartree-Fock Hamiltonian (see equation 4) then 
this bound would be the exact value of the energy of the groundstate. In practice, iteratively 
computing these energies until the change in minimum energy reaches some prespecified 
threshold, then using these functions to compute a Slater determinant overall wavefunction, to 
which the variational principle is then applied. It is in this way that the method searches through 
functional space to find a (hopefully) global minimum energy. This method, and methods which 
employ similar strategies for iteratively computing energy minima are called Self-Consistent-
Field methods, or SCF methods for short. The name for the energy difference between the HF 
limit and the true groundstate is called correlation energy. It results from the approximation 
made to the electron-electron repulsion term in equation 1, meaning that the Hartree-Fock energy 
functional is already approximate, even before iterative solutions were proposed for the Fock 
equations. Better ways of dealing with the electron correlation will define the successfulness of 
other computational methods for quantum chemistry, some of which will receive brief mention 
below. 
 
B) Improvements on this theory 
 
 In general, dealing with the correlation term is difficult. Two other wavefunction based 
methods which both work to quite useable extents of accuracy are Configuration Interaction 
methods (CI, for short) and variants on Raleigh-Schrödinger many body perturbation theory (in 
particular Moeller-Plesset, or MP perturbation theory) occupy most of the significant high 
accuracy methods used in quantum chemistry computations. Since this material is not as 
thoroughly related to the rest of the discussion herein, and moreover since it is both complicated 
and difficult, this section will be a short discussion of the actual content of the theories, followed 
by a summary of advantages and limitations of these theories. 
 
 Configuration Interaction approximations use the idea that there are potentially infinitely 
many spin orbitals, the N lowest in energy of which fill out the conventional Slater determinant 
as described above. One could create many other wavefunctions out of Slater determinants, by 
introducing one of these other k>N wavefunctions in place of one of the i<=N wavefunctions. CI 
schemes, and self-consistent field CI schemes, use the idea that given a complete set of basis 
functions for spin orbitals, one can write an exact expression for the wavefunction of an N 
electron system in terms of a linear combination of all possible NxN determinants consisting of 
these spin orbitals. These can be ordered as a series with the first term just equal to the Hartree-
Fock trial wavefunction, from equation 4, and the next term as the sum of all matricies which 
contain the same spin orbitals except one, which is substituted from one of the k unoccupied 
wavefunctions from the complete set. In a perhaps predictable fashion, then, second and higher 
order terms can be described as the sums of all such Slater determinants with a corresponding 
number of replacements (n replacements for the nth order term). This affords a wavefunction, 



which can then be used to exactly diagonalize the Hamiltonian, thus solving the system. 
Obviously one cannot work with an infinite basis set, so there is no hope of actually using a 
complete set of one electron wavefunctions to perform this computation. Since it has been 
necessary to develop effective, noncomplete basis sets for these determinants in order to have 
finite computations to perform, using tricks learned from before to engineer these basis sets for 
maximal efficacy. Diagonalizing the Hamiltonian in this ultimately terminating series amounts to 
“Full CI” and often produces extremely accurate results, particularly since a linear variation 
principle can be applied to the basis of spin orbitals, demonstrating that the value for the energy 
functional computed by the CI as a whole will be an upper bound on the exact value. Having this 
optimized basis set of orbitals is called Multi-electron Correlation Self Consistent Field 
approximation, or MCSCF for short. 
 
 The above pretty well explains the value of this tactic. It is often very precise, especially 
when a very good basis is known or can be developed for the spin orbitals needed, and it can be 
used in the framework of a variational principle. Now for the bad news: the increase in the 
number of terms for an N electron system which sum to produce the first and second order 
configuration matrices is explosive with increase in system and basis size. This means that quite 
often, it is too computationally expensive to get much past the second order term, and for some 
systems even reaching that value is going to be computationally taxing. Full CI is hard to apply 
to anything which isn’t small. Moreover, while Full CI scales properly, truncated CI 
wavefunctions do not scale properly with the system they approximate. They are not size 
consistent. This is a problem in part because molecular energies should sum/be operable on to 
give macroscopic, extensive properties, such as thermodynamic values, making it more than just 
an unsatisfying aspect of this variety of approximation (Please see Szabo and Ostlund, p. 231 & 
further, for a thorough discussion). 
 
 Moller-Plesset theory takes a HF wavefunction and energy eigenvalues as its starting 
term, expands the electron correlation term as a perturbation, and expands this using Raleigh-
Schrödinger mutlibody perturbation techniques to evaluate the electron correlation term, treating 
that portion of the potential which was omitted from the HF wavefunction computation as a 
perturbation thereof. MP perturbation theory does not suffer from size consistency issues. It is a 
proper perturbation theory technique, however, and for this reason cannot be considered to 
strictly bound the energy eigenvalues of the groundstate from above or below with certainty. 
Above statement regarding the scaling may give pause, since it need not necessarily be true that 
each iterative term scale in any sort of appropriate way, and in fact when writing out the 
expression for first & second order terms makes it clear that there will be terms which are 
proportional to N2 rather than N, the number of particles in the system. Happily, after the 
development of a diagrammatic representation of this expansion (analogous to and inspired by 
Feynman diagrams in intent and style, but not by any means with respect to physical content) it 
was shown that all such poorly behaved terms cancel, order by order, allowing truncated 
expansions to have size consistency, which is particularly appealing when attempting to apply 
such methods to systems of infinite size, as is sometimes done in solid state physics (Szabo & 
Ostlund, 320).  
 
C) Relationship to Organic Chemistry 
 
 This topic may not, with respect how long it is, have necessitated its own spot in the table 
of contents. However, the interrelation between the physics of the chemical bond and the 
formalism of organic chemistry is one of the most central topics of discussion inherent in 
everything said so far. Stopping for a moment and saying a few words therefore seems 
appropriate at this juncture. The spin-orbit wavefunctions above can be further reworked to 
consist of wavefunctions of paired electrons, which then do not have implicit spin dependence 
and can be written as spatial wavefunctions.  
 



 Consider again the MO interaction diagram illustrated in figure 3. Over the course of all 
of the organic theory developed above, it is fundamental to the other theories that they can all be 
recapitulated in terms of molecular orbital interactions. It should be noted that, especially in 
instances where strong approximate values have been computed for Einteraction, it is possible to 
translate those MO interactions into measurable changes in energy. But we have just claimed that 
we have several methods for working with the electronic groundstate of the system (indeed, 
although the mathematics necessary are a bit horrid, these computational schemes can often be 
modified to access excited states as well, particularly in the case of MPPT), all of which exhibit 
useful accuracy in many nontrivial real physical systems. So in terms of these quantum-
mechanically motivated schemes, what are these MO diagrams? As is perhaps rather apparent at 
this juncture, these orbitals (in particular the expansion of the theory into N/2 spin-paired 
electron orbitals) are the MOs of the outwardly abstract diagrams in the above figures. Since it is 
through these figures that diagrammatic schemes can be developed to describe, often in very 
direct and concise fashion, the interactions of organic compounds with other molecular objects. 
This collection of facts is the basis for the notion that organic chemistry is qualitative quantum 
mechanics, and such facts lend a deep intellectual rigor to a discipline for which many theories 
originated as exclusively empirical concatenations of facts. In more romantic terms, not having to 
take hulking integrals over all space in order to have some back of the envelope, falsifiable and 
predictive notion for what might happen inside of a test-tube or an instrument measuring 
electronic excitations has allowed the discipline of organic chemistry to skate boldly forward over 
the ice of physical precision instead of stumping along in crampons, but without ever skittering 
onto the thin spots that could send intellectual inquiries into an unfathomable lake of frigid 
fallacy from whence few ever return. 
 
D) Difficulties in successful application of this theory to carbenes 
 
 And yet, for all the laudatory language used above, there is a catch. Often, in particular 
for peculiar electronic systems such as the one that began this consideration in the first place, 
actually getting good results out of the above methods can be quite taxing. In instances where 
some of the more sophisticated electronic schemes fail, developing a notion for the MOs involved 
in the electronic system by inspection corroborated with results are the methods often employed. 
This can be fine if done carefully, but can lead many quantum computations to seem to be more 
like complicated fitting of noisy data than the reaffirmation of theory with experiment. Many of 
the Hartree-Fock based approaches do not deal with the correlation of spin opposed electron in 
the same orbital well unless these electrons are localized in just such a way that their densities 
can be claimed as similar to the mean density over the whole structure, which is often how this 
term is treated to first approximation. Higher orders of MPPT and CI computations have been 
shown capable of solving these electron-correlative effects, even for rather peculiar systems such 
as those of the carbene, but the computational intensity of such applications leaves something to 
be desired. In fact, although my knowledge of the literature on the subject is far from 
encyclopedic, having the computational horsepower necessary to do CI computations large 
enough to accurately model a singlet carbene is a relatively recent (last ten or so years) type of 
phenomenon, particularly for some of the carbenes which are substituted with functional groups 
that adjust the electronic structure of the non-bonded electrons. Even some quite small simple 
systems like the carbene cannot be treated with FCI now (although the carbene usually can be, 
see table 1 below). Single determinantal methods (HF and company) simply cannot accurately 
perform the computation, even when iterated to SCF. 
 
 The reason for this trouble is that the two electrons most of interest to the chemist are in a 
very peculiar orbital/pair of orbitals configuration which causes their spatial correlations to be 
quite abnormal when compared to the spatial correlations of the other electrons in the structure. 
It is for this reason that accurate structural characterization eluded researchers (who relied almost 
exclusively on some variant of these wavefunction methods mentioned above) who were getting 
results for the energetics of other systems through the latter half of the 20th century, until the 



1990s when a different theory began to become popular after many years lying dormant in the 
intellectual rubble left behind by the explosive growth in physical understanding caused by the 
quantum revolution. 
 

Density Functional Theory applied to the modeling of electronic structure 
 

A) Thomas-Fermi DFT {The Fermi-gas model of electronic structure} 
 As was mentioned above, density functional theory is not the newest of developments to 
theoretical physics. Its original purveyors were Fermi, Dirac, and a few of the other big names of 
the early quantum revolution. The history of this is not really significant, except in that it serves 
to emphasize the nature of further discussion. In terms of describing mixed states of photons and 
scattering products, DFT has been employed for quite some time. Discerning 1) that it was 
applicable in the fullest sense of the word to molecular modeling was started with the Thomas-
Fermi model, ignored for many decades, then reinvestigated, first by Hohenberg & Kohn, and 
adapted to the purposes of approximating more accurately the electronic structure of atoms & 
molecules by the 1990s, when it was incorporated in many of the computational chemistry kit-
programs such as the iterations of GAUSSIAN. 
 
 While the Thomas-Fermi model is delightfully concise and conceptually simple enough 
to allow for a pretty elementary computation with pencil & paper, the theory does not hold up 
well under comparison with reality for the purposes of electronic structure calculations. 
However, the fundamental benefit of the model is that it finds a way to express the energy 
functional of the system as a functional of densities, as opposed to wavefunctions (see equation 
6). At this point it is legitimate to wonder whether this simplification is part of the 
approximation, particularly since the method does not give highly accurate results. However, the 
theorems of Hohenberg & Kohn show that this Thomas-Fermi model is an approximation to an 
exact theory, which is the DFT.  

 
Equation 5: These expressions above are the expressions for the first and second order spinless density matricies. In the 
expressions used later, these will define the variables of the DFT approximation schemes. Equations from Parr & Yang, 1989, p 33. 

 
Equation 6: The Thomas-Fermi Model for the energy of an atomic or molecular system with multiple electrons, assuming the 
electrons to behave as a Fermi Gas. The derivation appears in Parr & Wang, p. 47-49. 

 
B) Hohenberg-Kohn theorems & proof of validity of DFT 

 
 The density functional theory formalism is again something best seen and not heard, so I 
refer the reader to a brief overview in figure 5 and a referral to Parr & Wang (1989) for a more 
elaborate discussion, from which the following will borrow heavily. That being said, perhaps the 
place to start in on this theory with is the proof of its validity. The statement of the first 
Hohenberg-Kohn theorem is: “The external potential v(r) is determined, within a trivial additive 
constant, by the electron density ρ(r)” (Proof follows Parr and Wang, p 51). 
 
 Consider the above ρ(r), and assume that it is the density for the groundstate of some 
electronic system. By definition, integrating across all variables will determine N, the number of 



electrons in the system, so any given density is capable of uniquely specifying this for the system 
(see eq. 6).  If v(r) were not determined uniquely {up to an additive constant} by the above 
electron density, then there would exist a v’(r) not the same as v(r) such that both v and v’ 
determine ρ. This would subsequently imply that ρ is the solution to two different Hamiltonians 
stemming from these non-identical potentials. Each Hamiltonian would have a different 
groundstate wavefunction, Ψ and Ψ’ respectively, even though they would both produce the 
same density. Associate eigenvalues E and E’ to these two different groundstate wavefunctions, 
and apply the variational principle to the E eigenvalues using Ψ’ as a trial wavefunction. Then, 
noting that the variational inequality is strict, since it is assumed above that Ψ’ is not the 
groundstate wavefunction for the H operator;  

E< (<Ψ’|H|Ψ’>)=<Ψ’|H’|Ψ’> - <Ψ’|H-H’|Ψ’> by linearity of the inner product. 
   =E’+∫ρ(r)[v(r)-v’(r)]dr  from the definition of the density. 

Making use of this same expression in terms of the variational principle for H’ with Ψ gives 
E’< (<Ψ|H’|Ψ>)=<Ψ|H|Ψ> - <Ψ|H’-H|Ψ> 
   =E’-∫ρ(r)[v(r)-v’(r)]dr   

Adding E to E’ as above, so below gives: E’+E<E’+E. False.  This means v(r) must be fully 
specified by the density. 
 
 Recalling that a unique association of the potential to a functional uniquely specifies the 
whole Hamiltonian and therefore the observable energetics of the system, in the same way it 
must be possible for the electronic states of a system to be characterized exclusively by the 
electron density, as the theorem states. The second theorem of Hohenberg & Kohn is equally 
trivial to prove, and is essentially a demonstration that an analogue to the variational principle 
for wavefunctions exists on the spaces of density functions defined by wavefunctions. This isn’t a 
trivia contest, so the proof is omitted. Note that the above proof assumes the v representability of 
the density, which is not always trivial to show. However, the Levy constrained search formula 
for energy minima says that the nonlinear functional F[ρ] for the density functional system also 
has a minimum, and therefore the theory can be applied to it as well (Eq. 6 & 7 and also Parr & 
Wang, p. 58). 

 
Equation 7: A statement of the second Kohn-Sham theorem, which names terms in the energy expression derived for the 
minimization of the functional. Energy above is a functional of the electron density, and the nonlinear term FHK is a collection of all 
terms that are inexact in further work. The minimization of T+Vee is constrained to be consistent with the density minimizing Ev. 

 So how has this helped us? So far, this DFT may seem like nonstandard analysis for 
energy minimization problems. It is offering up the same results, with no extremely obvious new 
results, and moreover with a collection of funny symbols which require retranslation into our 
already developed formalism. On the other hand, this formalism isn’t exactly brand new, and it is 
the equipment used to describe mixed states. Since the Slater-determinant based wavefuncitons 
above can be considered as a mixed state of the individual electron wavefunctions, this does 
seem like an apt formalism to wheel up to the problem at the moment. Moreover, this formalism 
has fundamentally created two smaller problems out of one large one in defining F[ρ] (equation 
7). What can be done now is search through density space for a density which is a minimal upper 
bound on the EGS, then compute F[ρGS]. Obviously, Vee cannot be worked with precisely using 
only an electron density, so it is necessary to optimize the F functional on a wavefunction space. 
The nice thing about this is that because of the order imposed on the variational problem at the 
level of electron density, there is now a relatively stringent requirement on all possible candidate 
Ψ’s, that is, that for ρGS the variational result for the electron density, Ψ*Ψ=ρGS. The real trick, 



which will ultimately increase leverage on the singlet-triplet problem in carbenes, is that we have 
way more traction on the electron correlation problem without adding way more computational 
cost, since the first variational step for the problem is not computationally expensive and it 
provides constraints for any scheme used to approximate the actual electron correlation of the 
groundstate.  
 
C) The Kohn-Sham Scheme for approximating Electronic Structure 

 
 The first distillation of the above was made shortly after the Hohenberg-Kohn theorems 
were published. The basic idea is to write a density functional dependent “reference system” 
Hamiltonian (see eq. 8), from which exact determinantal solutions can be found (similar to the 
Slater method discussed earlier, but with single electron densities instead of wavefunctions). 
Dealing with EXC as the term of collective ignorance for the entirety of the energy expression 
allows for a more thorough treatment of the error, because it is all sequestered in this one term. It 
is possible to rephrase the problem being worked with such that TS[ρ] is the exact kinetic energy 
of the system leading to an exact “independent particle” description of the system, with an exact 
but rather undefined EXC to be approximated as is best seen fit for the system at hand. Of course, 
these wavefunctions are constrained, as is described above, which makes their solution less 
expensive (eq. 9). In the original application of the theory, the fact that an explicit expression for 
the exchange energy was known & had been derived by Dirac for a Fermi-gas style atom led to 
the use of this simplification scheme as well, this time called the Local Density Approximation, or 
LDA, since solving more exactly was too computationally intensive in the sixties. These results 
were OK, but more accuracy was possible from certain other methods, so new schemes were 
designed to work in better approximations, particularly to the exchange correlation term. 

 
Equation 8: The initial setup of the Kohn-Sham scheme for approximating electronic structure. They elected to separate the system 
into a noninteracting reference system which they could solve exactly, (particularly if the system being approximated was 
considered in the right light) and an “Ignorance term” which amounts to the contents of Exc, the exchange & correlation term. (Parr & 
Yang, 143)  

 
Equation 9: The Kohn-Sham equations for the spin-orbitals as constrained by the variational bound on the density. (Parr & Yang, 
145-49) 

D) Improvements on this theory 
 

Methods for dealing with the EXC are many and varied, and moreover they see a variety 
of different uses when applied to different problems, most methods seeming to have a particular 
variety of EXC that they approximate better than others. The specific variety of approximation to 
the exchange-correlation term is almost always interrelated with secondary approximative 
schemes borrowing from the above methods (often from non DFT methods) and in particular for 
molecular computations, these hybrid methods seem to be some of the most accurate methods 
available for the purposes of computing electronic groundstates in hairy or algorithm-
bewildering circumstances. The very first scheme applied by Kohn and Sham themselves consists 
of a local density approximation, wherein the electrons are considered to be a Fermi gas. Even at 
this very naïve level, there was still a surprising amount of computational success met with by 
this method for problems allowing for local approximations (i.e. atoms, not molecules) causing 
people to continue working on it off and on until the hybrid methods were developed in the early 



nineties that became quite popular and are seen as some of the best schemes for evaluating 
molecular quantum mechanics today. 

 
In particular, The hybrid method/basis set which seems most popular, and indeed the 

one that was applied to carbenes that finally calculated their singlet-triplet splitting reasonably 
accurately and sufficiently inexpensively to have been called a successful approximation scheme, 
is known as the B3LYP scheme. Previous attempts to develop DFT methods for approximating 
molecules (they’d been relatively effective on atoms) had been associated with difficulties in 
accurately computing the exchange hole, which for exact expressions considered locally versus 
nonlocally is quite different. In atoms, every particle is so close together that the local schemes 
which allowed for the simultaneous local approximation of the correlation terms and an exact 
computation of the exchange (note that the Slater determinantal wavefunctions used for all of 
these methods can in principle model exchange exactly, since it is antisymmetric) was done by 
computing that term in a standard Hartree-Fock way from the Levy constrained spin orbitals. 
This saw unmitigated failure upon molecular application. Ironically, some schemes that had also 
approximated these exchange terms outperformed the ones that didn’t, even though they were 
technically less exact. Hybrid functionals have moved towards empirically training linear 
combinations of exact and approximate functional and Hartree-Fock exchange and correlation 
terms from various popular approximation schemes in order to achieve good results for a broad 
subset of all molecules, with a healthy representation of molecular species that include curious 
electronic structure such as carbenes (although I cannot attest to whether the G2 set, which most 
DFT algorigthms coming out in the nineties were trained on, specifically contains any carbenes) 
included in the training set. The B3LYP scheme works in exactly this way, and its linear 
combination of terms from other schemes is shown in equation 10 (Koch and Holthausen, 2001). 
Recall that for all this talk of functionals and linear combinations of minimization schemes, the 
link expounded upon earlier between these approximation schemes and organic chemistry is still 
present in these more precise results. The Kohn-Sham orbitals, defined above in equation 9, can 
be said to approximate the idealized molecular orbitals mentioned in the organic chemistry 
section above. 

 
Equation 10: This is the B3LYP scheme’s system for expressing the approximate EXC, in terms of an empirically adjusted linear 
combination of approximations from other schemes. They are, from right to left; the exchange term from the local spin-density 
approximation (an improvement on the LDA above using spin densities instead of spinless ones), the exchange and correlation 
terms from the Kohn-Sham scheme above, the exchange term from a density scheme developed by Becke in 1988, the correlation 
term from the Lee-Yang-Parr density scheme, and the correlation term from the LSD scheme (Koch and Holthausen, 2001). 

 
Application of approximation methods to singlet-triplet splitting in GS of carbenes 

 
 A comparison between various theories and experiment, as given below, shows the 

phenomenon to which I have been referring up until this point. As is made plain, there are some 
methods that account for this splitting more accurately than the hybrid functional theory 
described above. However, when the varieties of more successful computations are considered, 
one notices that these computations are both much more expensive, and often (but not always) 
more empirical. The hybrid DFT is often about a 2 kcal/mol overestimate, but this seems to be 
relatively well behaved and can therefore be controlled for, especially if comparing two 
computations using the same hybridization scheme and the same basis for the spin orbitals to be 
computed. This would occur quite a bit in practice when trying to put numbers on the energy 
differences described in MO mixing diagrams, NMR assays, and the like. See caption to the table 
for further discussion.  

 
Bear in mind when looking at the entries that the method employed for the computation 

is an acronym for the method employed to compute the value, then the basis set used to define a 



function space for the variationally optimized orbitals. Because discussions of basis sets are not 
necessarily as physical as they are discussions of coverage of possible lineshapes versus 
computational expense, I have omitted them from this paper. Know that G* and G** basis sets are 
condensed Gaussian type orbitals with various degrees of dispersion available. These are pretty 
much universally the bases used for DFT based analyses. 

 
Table 1: This table was adapted from a subarticle in a review of modern electronic structure theory, published in 1997. The above 
table, and one similar to it at the end of the article, both give equilibrium vibration energy, Te and calculation of splitting between the 
singlet and triplet from this, T0. Units on those values are kcal/mol. (Bettinger & Schlayer, in “Modern Electronic Structure Theory 
and Appllications in Organic Chemistry,” 97). 

 
 
 



Final Remarks 
 
` If it is not clear at this point that this paper omits broad swaths of work and intellectual 
context over the course of this survey of the topic, then you must still be stunned (horrified?) by 
the diagrams above. Indeed there is both an enormous demand for, and an enormous quantity of 
work done with, quantum mechanical models of chemical systems. It seems that, roughly 
speaking, since scientists have been able to order machines to do simulations of anything, they’ve 
been asking them to grind through the integrals associated with quantum chemistry and physics. 
Obviously the discipline has come a long way. It is possible, now, for an undergraduate 
researcher to be mandated to perform simulations, even such as the ones performed in the above 
table, on the computational clusters at their school. General use programs such as GAUSSIAN 
and SPARTAN allow for the average user who lacks the programming skills necessary to write 
simulations for such heavy computational work to piggyback on those that came before, simply 
entering parameters and datasets when prompted instead. However, it should probably be 
pointed out that more precise computations, and especially more precise computations for larger 
and larger systems, are coming to be demanded both from within chemistry and without. In the 
field of macromolecular design, for example, recent advances have allowed researchers to 
compose in silico sequences of atoms and bonds which produce functional, folded proteins that 
interact as designed. Can quantum mechanical modeling of portions of these structures aide 
efforts to further expand the successfulness of such endeavors (which is at present quite limited)? 
The honest answer is probably, but by how much is hard to say. Moreover, advances will need to 
be made not just in simplifying the computations from a programming perspective, and from the 
perspective of building faster (and faster and faster) computers, but also in finding physically 
sound simplifications to the fundamental expressions upon which these massive approximation 
schemes are based. This paper might serve, if it achieves its purpose, as an interesting morsel of 
what the discipline had to offer. The reason it’s interesting in part, however, is because of what 
the discipline has yet to offer to science, which is why I chose the topic. 
 
A final remark on the sources: 
 Depending on one’s purposes, there will be some sources that will be more appealing 
than others. Some consist of reviews and progress reports on research, some of which is no longer 
current by as much as 20 years. These reviews and research updates were infinitely useful with 
respect to the actual authoring of this paper, but would probably be of quite minimal use to 
anyone actually interested in learning the topic. If one is trying to verify that the above is an 
accurate representation of scientific research, by all means peruse these reviews and reports. If, 
however one is interested in learning any of the material covered above in more detail (and 
probably also with more clarity) several of the sources will much more useful than all the others. 
In particular, I’d like to mention the books I referenced in order to learn this material myself. For 
organic chemistry, Clayden, Greeves, Warren, & Wothers is the clearest, non-memorization 
oriented introductory text currently available. It also contains a myriad of good problems and 
officially published solutions, making it excellent for self-study. For a quantum mechanics 
oriented description of Organic Chemistry, “Orbital Interaction Theory of Organic Chemistry” by 
Arvi Rauk was quite helpful. For Quantum Chemistry, Modern Quantum Chemistry by Szabo & 
Ostlund is quite useful for a careful, mathematical, theoretical treatment of wavefunction 
methods. It is not current with respect to DFT or actual computer-based work, but the theory that 
modern simulations are written from is appealingly detailed therein. Donald A. McQuarrie’s 
Quantum Chemistry is also useful and well written, and more importantly comes with many 
problems and has an official solutions manual. For DFT specifically, “Density Functional theory 
of Atoms and Molecules” by Parr and Wang is an incredibly clear, theoretically thorough, and 
mathematically rigorous monograph on the subject. For an equally useful, but significantly more 
conversational trek through DFT which includes healthy considerations towards modern 
applications while being more lax with theory, consult Koch & Holthausen’s “A Chemist’s Guide 
to Density Functional Theory.” 
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